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Hi, I am Erick and I just completed a PhD at McGill University. Today’s presentation is on Pando, a tool for Personal Volunteer Computing in Browsers.
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I will first provide some context on Personal Volunteer Computing then introduce the problems Pando addresses. Then I will present the Design of Pando, how we 
evaluated it in different contexts, and some of the insights we obtained. I will finish with a brief presentation of StreamLender and Limiter, the two reusable abstractions at 
the core of Pando.
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THE END OF MOORE’S LAW

Figure 1 shows a very important exponential 
trend in information technology that already shows 
a sharp slowing of progress. In 1988, Rolf Landauer5 
published some remarkable data on energy dissipation 
in computing that had been collected over many years 
by his IBM colleague Robert Keyes. From the 1940s 
through the 1980s, a span that includes the replace-
ment of vacuum tubes by bipolar transistors, the in-
vention of the integrated circuit, and the early stages  
of the replacement of bipolar transistors by field-effect 
transistors (FETs), the typical energy dissipated in a 
digital switching event dropped exponentially by over 
10 orders of magnitude. We replotted that data in  
Figure 1 along with Landauer’s extrapolation of the 
trend toward switching energies on the order of the 
thermal fluctuation energy, kT, evaluated at T = 300 K.  
Landauer was well aware that the switching energy 
would not approach kT around 2015, not with the es-
tablished complementary metal-oxide-semiconductor 
(CMOS) device and circuit technology. His extrapo-
lation was a way of highlighting the possibility of, and 
perhaps the need for, a new way of computing. 

Some have mistaken the kT per switching event 
as a fundamental lower bound on the energy con-
sumption of digital computation. Landauer knew 

that it isn’t. His 1988 publication reviewed funda-
mental research demonstrating the possibility of an 
energy-conserving form of computation. As in today’s 
circuits, the devices in energy-conserving circuits 
would store enough energy—many times kT—to 
reliably distinguish the digital state from the inevi-
table thermal noise. For good engineering reasons, 
today’s circuits dissipate that stored energy every  
time a device is switched. In contrast, energy- 
conserving circuits would dissipate only a small frac-
tion of the stored energy in each switching event. In 
such circuits, there’s no fundamental lower bound 
on the energy efficiency of digital computation.

Although no commercially viable energy- 
conserving computing systems emerged in the 1990s 
or later, digital quantum computing, still in its infancy, 
exemplifies the energy-conserving approach. To 
show what did happen in the commercial sector af-
ter 1988, we added data to Figure 1 showing switch-
ing energies for minimum channel width CMOS 
FET technologies based on technical publications 
from IBM and Intel. For a while, switching energy 
continued to drop rapidly, as IBM led the industry 
in rapidly reducing operating voltage. Roughly fol-
lowing the elegant scaling rules laid out by Robert 
Dennard and colleagues,6 each successive genera-
tion of smaller, lower voltage, lower power devices 
was also faster. Increasingly potent CMOS technol-
ogy extended the long run of exponential increases 
in microprocessor clock frequency7—a key mea-
sure of computing performance—that had begun 
with the Intel 4004 in 1972. And the ever smaller, 
ever cheaper transistors enabled rapid elaboration 
of computer architecture. For example, the intro-
duction in the 1990s of sophisticated approaches to  
instruction-level parallelism (superscalar architectures)  
further multiplied the system-level performance 
gains from increasing clock speed. By the late 1990s, 
CMOS had displaced the more power-hungry bi-
polar transistor from its last remaining applications 
in high-performance computing. Despite these tri-
umphs, the historic rate of reduction in switching 
energy couldn’t be maintained through the 1990s as 
the FET approached some fundamental constraints 
to its further development.

Physical Constraints on Continued 
Miniaturization 
Note that this slowing of a highly desirable ex-
ponential trend in information technology—the 
break in slope so evident in Figure 1—has noth-
ing to do with the approach of switching energy 
toward the thermal fluctuation energy. Even in 

Figure 1. Minimum switching energy dissipation in 
logic devices used in computing systems as a function 
of time. Black diamonds replicate data from Rolf 
Landauer,5 and the dashed line is Landauer’s 1988 
extrapolation of the historic trend toward kT (evaluated 
at T = 300 K), indicated by the dotted line. Triangles 
and Xs are published values from IBM and Intel, 
respectively, compiled by Chi-Shuen Lee and Jieying 
Luo at Stanford University during their PhD thesis 
research with one of the authors (Wong). Open squares 
are values from the 2013 International Technology 
Roadmap for Semiconductors (ITRS). The data is 
available at https://purl.stanford.edu/gc095kp2609. 
Current, up-to-date data can be accessed at https://
nano.stanford.edu/cmos-technology-scaling-trend.
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performance gains have been muted. Furthermore, 
the more straightforward elaborations of the stan-
dard von Neumann computer architecture have 
already been implemented,7 and prospects for sig-
nificant performance gains from further increases 
in parallelism appear limited even at the multicore 
level.14,15 It’s no surprise then that the replacement  
cycle for computing equipment of all sorts has 
lengthened. An increasing number of semiconductor 
manufacturers are finding profits by investing in de-
velopment of product attributes, such as architectures  
for improved memory access, that have little to do 
with smaller feature size.

Figure 2 shows progress in three key indicators 
of the achievable integration density for complex 
digital logic circuits since 1994. Progress is still 
rapid, but taken together, these indicators show a 
significant slowing in the last decade. The Moore’s 
law development cadence—the regular doubling of 
integration density—appears to be slowing. 

While end users still see improvements in per-
formance and energy efficiency as greater numbers 
of memory devices are brought closer to processor 
cores, these gains cannot be long sustained with 
current memory devices and architectures. Static 
random access memory (SRAM), the fast memory 
that now occupies over half the surface area of a 
microprocessor chip, uses six FETs to store a bit 

of information. Dynamic random access memory 
(DRAM), the slower but denser and therefore less 
expensive memory that usually resides on memory 
chips peripheral to the processor, uses one FET 
and one capacitor to store a bit. Flash memory, the 
very dense but rather slow memory that stores data 
when the power is off, uses one FET with a specially  
designed gate structure to store one bit (or more re-
cently, several bits). Thus each of these dominant 
devices in today’s memory hierarchy is subject to 
scaling constraints similar to those for the FETs 
used in logic, plus additional constraints unique to 
each device. 

Despite these daunting problems, we’re very 
optimistic about the prospects for further dramatic 
advances in computing technology. After decades 
of progress centered on miniaturization of the 
CMOS transistor, we see a growing potential for 
advances based on the discovery and implemen-
tation of truly new devices, integration processes, 
and architectures for computing. By truly new 
devices, we mean devices that operate by physical 
principles that are fundamentally different from 
the operating principle of the FET and are there-
fore not subject to its fundamental limits, particu-
larly the voltage scaling limit. By truly new integra-
tion technologies, we mean monolithic integration 
in three dimensions in a fine-grained manner that 
immerses memory within computational units. 
And by truly new architectures, we mean circuit- 
and higher-level architectures that are much more 
energy efficient than the von Neumann architec-
ture, particularly for the important algorithms and 
applications of the coming decades. We now touch 
briefly on some of the emerging research concepts 
that fuel our optimism.

New Devices for Logic
As we write, several distinct physical principles 
are known by which a voltage-gated switch (that 
is, a transistor-like device) might avoid the voltage 
scaling limit of the conventional FET.8,16 For 
example, some of these operating principles invoke 
a physical mechanism that breaks the direct link 
between externally applied operating voltage and the 
internal potential that gates the flow of current. Of 
course, just changing the device physics to embody 
one of these operating principles doesn’t guarantee 
a more energy-efficient low-voltage digital switch. 
For each proposed device concept, the switching 
characteristics and other important device attributes 
will depend critically on the achievable properties of 
materials and the details of the device structure. 

Figure 2. Three key measures of integration density as a 
function of time. Blue dots show static random access 
memory (SRAM) density. Green triangles show M1 pitch, 
the minimum wire-to-wire spacing in the first wiring 
layer. Red squares show CGP or contacted gate pitch, 
the minimum spacing between transistors. Progress 
is still rapid, but there’s evidence of slowing in recent 
years. Data compiled from published literature by Chi-
Shuen Lee at Stanford University during his PhD thesis 
research with one of the authors (Wong). The data is 
available at https://purl.stanford.edu/gc095kp2609. 
Current, up-to-date data can be accessed at https://
nano.stanford.edu/cmos-technology-scaling-trend.
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Slowing of Moore’s Law
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First, the number of personal computing devices today has exploded. For example, there has been more than a BILLION smartphones sold every year since 2014. As a 
personal anecdote, here is my own collection of laptops and phones. Those devices collectively provide a vast amount of computing capabilities that is mostly under-
used.


Second, the slowing of Moore’s law means that current devices will be competitive for longer. There is therefore an opportunity to better utilize them.


We would like to use that opportunity to make it easy for the largest number of programmers to use those personal devices for distributed computations.
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Volunteer Computing
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The main, and most successful, paradigm for leveraging personal devices in the past has been Volunteer Computing. In this paradigm, individuals put in common their 
personal devices to help large-scale research efforts, when their device is not in use. The most successful example has been BOINC and SETI@HOME, where 100,000s 
of volunteers have installed a screen saver to help find life in the cosmos. Research on volunteer computing has focused on achieving large scale, incentivizing 
contributions with computing credits, and tolerating malevolent anonymous contributors.


While more than 50 high-profile projects use BOINC today, only 0.1% of the Internet population actually volunteers. We believe one of the major factors is the significant 
effort required to deploy the tool, and its complexity to address the previous challenges.
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Volunteer Computing
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Personal Volunteer Computing

Paradigm

Ressource 
Providers

• Target smaller projects


• Leverages owned devices, including for 
hosting


• Leverages trust in colleagues, family, and 
friends


• Incentive: volunteers reciprocally received 
help for other kinds of tasks 

• Simplify the tools with single user and 
temporary deployments

Opportunity

Overview of Personal Volunteer Computing
Personal Projects Personal Devices

Personal Social Network Personal Tools
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In contrast, we propose a more personal approach to volunteer computing, in which colleagues, friends and family members share their personal devices to help on 
smaller-scale personal projects. The existing trust between the user and their personal social network helps simplify the tools. And volunteers are incentivized because 
they may have reciprocally received help in the past, possibly on non-computing tasks.


Moreover, in contrast to Cloud Computing solutions, no Credit Card is required. And in contrast to Scientific Grids, such as Grid5000 or PlanetLab, no administrative 
permission is required.
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Limitations of Prior VC Work for PVC
Dependency Obsolescence 
(ex: Java Applets, WebCL)

Application-Specific Implementations 
(ex: Evol. Prog., DeepLearning)

J.J. Merelo-Guervos (’08)

Deployment Friction

SuperWeb (’97)
Charlotte (’99)

Javelin (’97)
Distriblets (’99)

Popcorn (’98) Bayanihan (’99)
CrowdCL (’13)

F. Berry (’09)

F. Boldrin (’07)

J. Klein (’07)

ComcuteJS (‘13)

J. Duda (’07)

L. Abidi (’15)

RABC (’07)
QMachine (’14)

JSMapReduce (’13)

MLitB (’15) SPACE (’15)

WeevilScout (’13)

BOINC (’04)

(ex: Hosting Costs, Installation Complexity) 

Previous work published work on volunteer computing, in addition to BOINC, have limitations for use in Personal Volunteer Computing because:

1. Past systems depended on technologies that are now obsolete, such as Java Applets in the browser;

2. Some systems were application specific and would require significant modifications to use in a different context;

3. Their deployment on a server, either owned or rented, is complicated or has significant costs.


So there is a need for new middleware designs that abstract the complexity of distributed computing to make applications simple to program, simple to deploy on 
devices users already own, and moderately simple to reimplement in newer technology environments.


In addition, to make the tools easier to reimplement, we should identify the core programming abstractions that are technology independent.


Our work on Pando aims at both and provides one solution in a much larger possible design space.
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What are the fundamental technology-independent 
programming abstractions for PVC?
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Pando

Pando applies a function on every value of a stream but distributes the processing among a dynamic set of participating devices. Each device performs the processing in 
their browser.
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f(x) = x*x
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Programming API
Pando: Personal Volunteer Computing in Browsers Middleware ’19, December 8–13, 2019, Davis, CA, USA

1 // Import existing function

2 var render = require(�raytracer �)

3 // Import compressing module

4 var zlib = require(�zlib�)

5 module.exports[�/pando /1.0.0 �] = function(cameraPos , cb)

{

6 try {

7 var pixels = render(parseFloat(cameraPos))

8 cb(null , zlib.gzipSync(new Buffer(pixels)).toString

(�base64 �))

9 } catch (err) {

10 cb(err)

11 }

12 }

Figure 2. JavaScript programming interface example for rendering
with raytracing.

frames into a GIF animation is done by gif-encoder.js. All tools
in the sequence are connected through Unix streams using the pipe
operator (’|’). Pando could also be scripted from any other program-
ming environment that supports the creation of Unix processes;
the creation of inputs and the post-processing of outputs therefore
need not be in JavaScript.

1 $ ./generate -angles.js | pando render.js --stdin | ./gif -

encoder.js

2 Serving volunteer code at http ://10.10.14.119:5000

Figure 3. Unix programming interface example for rendering in-
puts and processing outputs. After starting, Pando lists the URL
necessary for deployment on the standard error.

2.1.2 Deployment
A user deploys Pando by starting it on the command-line2, as il-
lustrated in Figure 3. Then they should wait for URL messages
to appear. When displayed, those messages indicate that Pando is
ready for other devices to join.

A user then opens the URL in the browser of its personal devices.
Upon joining, additional devices will process individual frames in
parallel. In one possible example execution, illustrated in Figure 4, a
tablet joins after the volunteer URL has been opened, then renders
an image, then a faster phone joins, also renders an image, then
the tablet crashes, and the phone takes over for the missing image.
Communications happen over a choice of WebRTC [18], a recent
peer-to-peer protocol for browsers, or WebSocket [6].

A user can invite friends to add their devices, even if they are
outside the local network. To do so, the user deploys a small micro-
server we built for Pando [66] on a platform that provides a public IP
address, such as Heroku [20]. Being publicly accessible, the URL can
then be shared to friends on existing social media. After opening the
URL, a WebRTC connection will directly connect joining devices.

As illustrated in this deployment example, Pando dynamically
scaled to accommodate the number of participating devices and
gracefully tolerated failures with no particular programming e�ort
from the user beyond specifying a function to process a single value.
Moreover, the user did not need to (1) buy new devices, (2) create
an account or obtain administrative permissions, (3) use �nancial
2After installing, ex: npm install --global pando-computing [64].

instruments, (4) accommodate device speci�cities, or (5) wait for
resources to be freed. The user could also (1) combine Pando with
existing Unix tools, (2) use social media to request for help, and (3)
know their data has only been shared between trusted devices.

2.2 Design Principles
The previous usage example provided signi�cant bene�ts because
we designed Pando around the following design principles (DPs),
which we derived from the limitations of previous approaches [70].

Speci�c deployment (DP1): the deployment of the tool that con-
nects the di�erent volunteers is speci�c to: (1) a single project, (2) a
single known user with an existing social presence, either through
the contacts of volunteers, or an identity in a social platform, and (3)
the lifetime of the corresponding tasks, after which it shuts down.

Compatible with a wide variety of existing personal devices (DP2):
the tool should leverage desktops, laptops, tablets, phones, embed-
ded devices, and personal appliances that people already own.

Easy to program (DP3): the implementation of tasks should be
done with a minimum of programming e�ort for use in a distributed
setting. Ideally, it should be as easy to program in a distributed
setting as in a local one.

Quick to deploy (DP4): the tool should require little installation
e�ort, should start processing quickly after launch, and then should
dynamically scale up to bene�t from help obtained from friends’
devices.

Composable and modular (DP5): the tool should focus on coordi-
nating contributing volunteers’ devices but otherwise should rely
on other tools and technologies for the rest of the needs of users.
The core abstractions used in particular tools should be applicable
to other uses. Tools should also combine with high-performance
libraries, when available, to leverage the latest results of parallelism
research without making the tools themselves more complicated.

2.3 Programming Model
In e�ect, Pando’s programming model corresponds to a streaming
version of the functional map operation: Pando applies a function
f on a series of input values xi to obtain a serie of results f (xi ). Its
implementation is free to process inputs in any order but outputs
results in the order of their corresponding inputs.

We chose a streaming programming model because it is simple
to program (DP3) yet powerful enough to coordinate the usage
of multiple devices in parallel (DP2). The reason is that it belongs
to the declarative concurrency paradigm [99] which abstracts the
non-determinism of executions by making it non-observable to the
programmer. In other words, a declarative concurrent program
outputs the same result regardless of the order in which the various
threads that compose the execution complete their tasks. That
makes Pando as simple to program in a sequential setting with a
single participating processor as for a parallel case with dozens.
While it is implied by the de�nition of the map operation, it is
worth noting that the ordering of outputs is important to preserve
the declarative concurrency property; otherwise the relative speed
of processors could in�uence the order of the results and make the
non-determinism observable. Note also that an implementation of
f may have side-e�ects, such as pulling data and transferring back
results to a server, while maintaining the bene�ts of declarative
concurrency. In this case however, it is the responsibility of the
programmer to ensure that the order of side-e�ects does not matter.

Pando: Personal Volunteer Computing in Browsers Middleware ’19, December 8–13, 2019, Davis, CA, USA

1 // Import existing function

2 var render = require(�raytracer �)

3 // Import compressing module

4 var zlib = require(�zlib�)

5 module.exports[�/pando /1.0.0 �] = function(cameraPos , cb)

{

6 try {

7 var pixels = render(parseFloat(cameraPos))

8 cb(null , zlib.gzipSync(new Buffer(pixels)).toString

(�base64 �))

9 } catch (err) {

10 cb(err)

11 }

12 }

Figure 2. JavaScript programming interface example for rendering
with raytracing.

frames into a GIF animation is done by gif-encoder.js. All tools
in the sequence are connected through Unix streams using the pipe
operator (’|’). Pando could also be scripted from any other program-
ming environment that supports the creation of Unix processes;
the creation of inputs and the post-processing of outputs therefore
need not be in JavaScript.

1 $ ./generate -angles.js | pando render.js --stdin | ./gif -

encoder.js

2 Serving volunteer code at http ://10.10.14.119:5000

Figure 3. Unix programming interface example for rendering in-
puts and processing outputs. After starting, Pando lists the URL
necessary for deployment on the standard error.

2.1.2 Deployment
A user deploys Pando by starting it on the command-line2, as il-
lustrated in Figure 3. Then they should wait for URL messages
to appear. When displayed, those messages indicate that Pando is
ready for other devices to join.

A user then opens the URL in the browser of its personal devices.
Upon joining, additional devices will process individual frames in
parallel. In one possible example execution, illustrated in Figure 4, a
tablet joins after the volunteer URL has been opened, then renders
an image, then a faster phone joins, also renders an image, then
the tablet crashes, and the phone takes over for the missing image.
Communications happen over a choice of WebRTC [18], a recent
peer-to-peer protocol for browsers, or WebSocket [6].

A user can invite friends to add their devices, even if they are
outside the local network. To do so, the user deploys a small micro-
server we built for Pando [66] on a platform that provides a public IP
address, such as Heroku [20]. Being publicly accessible, the URL can
then be shared to friends on existing social media. After opening the
URL, a WebRTC connection will directly connect joining devices.

As illustrated in this deployment example, Pando dynamically
scaled to accommodate the number of participating devices and
gracefully tolerated failures with no particular programming e�ort
from the user beyond specifying a function to process a single value.
Moreover, the user did not need to (1) buy new devices, (2) create
an account or obtain administrative permissions, (3) use �nancial
2After installing, ex: npm install --global pando-computing [64].

instruments, (4) accommodate device speci�cities, or (5) wait for
resources to be freed. The user could also (1) combine Pando with
existing Unix tools, (2) use social media to request for help, and (3)
know their data has only been shared between trusted devices.

2.2 Design Principles
The previous usage example provided signi�cant bene�ts because
we designed Pando around the following design principles (DPs),
which we derived from the limitations of previous approaches [70].

Speci�c deployment (DP1): the deployment of the tool that con-
nects the di�erent volunteers is speci�c to: (1) a single project, (2) a
single known user with an existing social presence, either through
the contacts of volunteers, or an identity in a social platform, and (3)
the lifetime of the corresponding tasks, after which it shuts down.

Compatible with a wide variety of existing personal devices (DP2):
the tool should leverage desktops, laptops, tablets, phones, embed-
ded devices, and personal appliances that people already own.

Easy to program (DP3): the implementation of tasks should be
done with a minimum of programming e�ort for use in a distributed
setting. Ideally, it should be as easy to program in a distributed
setting as in a local one.

Quick to deploy (DP4): the tool should require little installation
e�ort, should start processing quickly after launch, and then should
dynamically scale up to bene�t from help obtained from friends’
devices.

Composable and modular (DP5): the tool should focus on coordi-
nating contributing volunteers’ devices but otherwise should rely
on other tools and technologies for the rest of the needs of users.
The core abstractions used in particular tools should be applicable
to other uses. Tools should also combine with high-performance
libraries, when available, to leverage the latest results of parallelism
research without making the tools themselves more complicated.

2.3 Programming Model
In e�ect, Pando’s programming model corresponds to a streaming
version of the functional map operation: Pando applies a function
f on a series of input values xi to obtain a serie of results f (xi ). Its
implementation is free to process inputs in any order but outputs
results in the order of their corresponding inputs.

We chose a streaming programming model because it is simple
to program (DP3) yet powerful enough to coordinate the usage
of multiple devices in parallel (DP2). The reason is that it belongs
to the declarative concurrency paradigm [99] which abstracts the
non-determinism of executions by making it non-observable to the
programmer. In other words, a declarative concurrent program
outputs the same result regardless of the order in which the various
threads that compose the execution complete their tasks. That
makes Pando as simple to program in a sequential setting with a
single participating processor as for a parallel case with dozens.
While it is implied by the de�nition of the map operation, it is
worth noting that the ordering of outputs is important to preserve
the declarative concurrency property; otherwise the relative speed
of processors could in�uence the order of the results and make the
non-determinism observable. Note also that an implementation of
f may have side-e�ects, such as pulling data and transferring back
results to a server, while maintaining the bene�ts of declarative
concurrency. In this case however, it is the responsibility of the
programmer to ensure that the order of side-e�ects does not matter.

JavaScript Processing Function

Unix Interface

- How do you program Pando?

- Here is an example of rendering  a 3D animation. 


- The processing function is written in JavaScript

- It takes a camera position as input and returns the pixels of a specific frame.

- function interface (x, cb), supports asynchronous processing

- export name “/pando/1.0.0”


-  The inputs and post-processing can be done with other Unix tools: the stream of camera positions is provided on the standard input and the frames are assembled in a 
gif animation.


- Notice that the programmer does not have to deal with concurrency or distributed system issues, both are abstracted.
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1 // Import existing function

2 var render = require(�raytracer �)

3 // Import compressing module

4 var zlib = require(�zlib�)

5 module.exports[�/pando /1.0.0 �] = function(cameraPos , cb)

{

6 try {

7 var pixels = render(parseFloat(cameraPos))

8 cb(null , zlib.gzipSync(new Buffer(pixels)).toString

(�base64 �))

9 } catch (err) {

10 cb(err)

11 }

12 }

Figure 2. JavaScript programming interface example for rendering
with raytracing.

frames into a GIF animation is done by gif-encoder.js. All tools
in the sequence are connected through Unix streams using the pipe
operator (’|’). Pando could also be scripted from any other program-
ming environment that supports the creation of Unix processes;
the creation of inputs and the post-processing of outputs therefore
need not be in JavaScript.

1 $ ./generate -angles.js | pando render.js --stdin | ./gif -

encoder.js

2 Serving volunteer code at http ://10.10.14.119:5000

Figure 3. Unix programming interface example for rendering in-
puts and processing outputs. After starting, Pando lists the URL
necessary for deployment on the standard error.

2.1.2 Deployment
A user deploys Pando by starting it on the command-line2, as il-
lustrated in Figure 3. Then they should wait for URL messages
to appear. When displayed, those messages indicate that Pando is
ready for other devices to join.

A user then opens the URL in the browser of its personal devices.
Upon joining, additional devices will process individual frames in
parallel. In one possible example execution, illustrated in Figure 4, a
tablet joins after the volunteer URL has been opened, then renders
an image, then a faster phone joins, also renders an image, then
the tablet crashes, and the phone takes over for the missing image.
Communications happen over a choice of WebRTC [18], a recent
peer-to-peer protocol for browsers, or WebSocket [6].

A user can invite friends to add their devices, even if they are
outside the local network. To do so, the user deploys a small micro-
server we built for Pando [66] on a platform that provides a public IP
address, such as Heroku [20]. Being publicly accessible, the URL can
then be shared to friends on existing social media. After opening the
URL, a WebRTC connection will directly connect joining devices.

As illustrated in this deployment example, Pando dynamically
scaled to accommodate the number of participating devices and
gracefully tolerated failures with no particular programming e�ort
from the user beyond specifying a function to process a single value.
Moreover, the user did not need to (1) buy new devices, (2) create
an account or obtain administrative permissions, (3) use �nancial
2After installing, ex: npm install --global pando-computing [64].

instruments, (4) accommodate device speci�cities, or (5) wait for
resources to be freed. The user could also (1) combine Pando with
existing Unix tools, (2) use social media to request for help, and (3)
know their data has only been shared between trusted devices.

2.2 Design Principles
The previous usage example provided signi�cant bene�ts because
we designed Pando around the following design principles (DPs),
which we derived from the limitations of previous approaches [70].

Speci�c deployment (DP1): the deployment of the tool that con-
nects the di�erent volunteers is speci�c to: (1) a single project, (2) a
single known user with an existing social presence, either through
the contacts of volunteers, or an identity in a social platform, and (3)
the lifetime of the corresponding tasks, after which it shuts down.

Compatible with a wide variety of existing personal devices (DP2):
the tool should leverage desktops, laptops, tablets, phones, embed-
ded devices, and personal appliances that people already own.

Easy to program (DP3): the implementation of tasks should be
done with a minimum of programming e�ort for use in a distributed
setting. Ideally, it should be as easy to program in a distributed
setting as in a local one.

Quick to deploy (DP4): the tool should require little installation
e�ort, should start processing quickly after launch, and then should
dynamically scale up to bene�t from help obtained from friends’
devices.

Composable and modular (DP5): the tool should focus on coordi-
nating contributing volunteers’ devices but otherwise should rely
on other tools and technologies for the rest of the needs of users.
The core abstractions used in particular tools should be applicable
to other uses. Tools should also combine with high-performance
libraries, when available, to leverage the latest results of parallelism
research without making the tools themselves more complicated.

2.3 Programming Model
In e�ect, Pando’s programming model corresponds to a streaming
version of the functional map operation: Pando applies a function
f on a series of input values xi to obtain a serie of results f (xi ). Its
implementation is free to process inputs in any order but outputs
results in the order of their corresponding inputs.

We chose a streaming programming model because it is simple
to program (DP3) yet powerful enough to coordinate the usage
of multiple devices in parallel (DP2). The reason is that it belongs
to the declarative concurrency paradigm [99] which abstracts the
non-determinism of executions by making it non-observable to the
programmer. In other words, a declarative concurrent program
outputs the same result regardless of the order in which the various
threads that compose the execution complete their tasks. That
makes Pando as simple to program in a sequential setting with a
single participating processor as for a parallel case with dozens.
While it is implied by the de�nition of the map operation, it is
worth noting that the ordering of outputs is important to preserve
the declarative concurrency property; otherwise the relative speed
of processors could in�uence the order of the results and make the
non-determinism observable. Note also that an implementation of
f may have side-e�ects, such as pulling data and transferring back
results to a server, while maintaining the bene�ts of declarative
concurrency. In this case however, it is the responsibility of the
programmer to ensure that the order of side-e�ects does not matter.
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1 // Import existing function

2 var render = require(�raytracer �)

3 // Import compressing module

4 var zlib = require(�zlib�)

5 module.exports[�/pando /1.0.0 �] = function(cameraPos , cb)

{

6 try {

7 var pixels = render(parseFloat(cameraPos))

8 cb(null , zlib.gzipSync(new Buffer(pixels)).toString

(�base64 �))

9 } catch (err) {

10 cb(err)

11 }

12 }

Figure 2. JavaScript programming interface example for rendering
with raytracing.

frames into a GIF animation is done by gif-encoder.js. All tools
in the sequence are connected through Unix streams using the pipe
operator (’|’). Pando could also be scripted from any other program-
ming environment that supports the creation of Unix processes;
the creation of inputs and the post-processing of outputs therefore
need not be in JavaScript.

1 $ ./generate -angles.js | pando render.js --stdin | ./gif -

encoder.js

2 Serving volunteer code at http ://10.10.14.119:5000

Figure 3. Unix programming interface example for rendering in-
puts and processing outputs. After starting, Pando lists the URL
necessary for deployment on the standard error.

2.1.2 Deployment
A user deploys Pando by starting it on the command-line2, as il-
lustrated in Figure 3. Then they should wait for URL messages
to appear. When displayed, those messages indicate that Pando is
ready for other devices to join.

A user then opens the URL in the browser of its personal devices.
Upon joining, additional devices will process individual frames in
parallel. In one possible example execution, illustrated in Figure 4, a
tablet joins after the volunteer URL has been opened, then renders
an image, then a faster phone joins, also renders an image, then
the tablet crashes, and the phone takes over for the missing image.
Communications happen over a choice of WebRTC [18], a recent
peer-to-peer protocol for browsers, or WebSocket [6].

A user can invite friends to add their devices, even if they are
outside the local network. To do so, the user deploys a small micro-
server we built for Pando [66] on a platform that provides a public IP
address, such as Heroku [20]. Being publicly accessible, the URL can
then be shared to friends on existing social media. After opening the
URL, a WebRTC connection will directly connect joining devices.

As illustrated in this deployment example, Pando dynamically
scaled to accommodate the number of participating devices and
gracefully tolerated failures with no particular programming e�ort
from the user beyond specifying a function to process a single value.
Moreover, the user did not need to (1) buy new devices, (2) create
an account or obtain administrative permissions, (3) use �nancial
2After installing, ex: npm install --global pando-computing [64].

instruments, (4) accommodate device speci�cities, or (5) wait for
resources to be freed. The user could also (1) combine Pando with
existing Unix tools, (2) use social media to request for help, and (3)
know their data has only been shared between trusted devices.

2.2 Design Principles
The previous usage example provided signi�cant bene�ts because
we designed Pando around the following design principles (DPs),
which we derived from the limitations of previous approaches [70].

Speci�c deployment (DP1): the deployment of the tool that con-
nects the di�erent volunteers is speci�c to: (1) a single project, (2) a
single known user with an existing social presence, either through
the contacts of volunteers, or an identity in a social platform, and (3)
the lifetime of the corresponding tasks, after which it shuts down.

Compatible with a wide variety of existing personal devices (DP2):
the tool should leverage desktops, laptops, tablets, phones, embed-
ded devices, and personal appliances that people already own.

Easy to program (DP3): the implementation of tasks should be
done with a minimum of programming e�ort for use in a distributed
setting. Ideally, it should be as easy to program in a distributed
setting as in a local one.

Quick to deploy (DP4): the tool should require little installation
e�ort, should start processing quickly after launch, and then should
dynamically scale up to bene�t from help obtained from friends’
devices.

Composable and modular (DP5): the tool should focus on coordi-
nating contributing volunteers’ devices but otherwise should rely
on other tools and technologies for the rest of the needs of users.
The core abstractions used in particular tools should be applicable
to other uses. Tools should also combine with high-performance
libraries, when available, to leverage the latest results of parallelism
research without making the tools themselves more complicated.

2.3 Programming Model
In e�ect, Pando’s programming model corresponds to a streaming
version of the functional map operation: Pando applies a function
f on a series of input values xi to obtain a serie of results f (xi ). Its
implementation is free to process inputs in any order but outputs
results in the order of their corresponding inputs.

We chose a streaming programming model because it is simple
to program (DP3) yet powerful enough to coordinate the usage
of multiple devices in parallel (DP2). The reason is that it belongs
to the declarative concurrency paradigm [99] which abstracts the
non-determinism of executions by making it non-observable to the
programmer. In other words, a declarative concurrent program
outputs the same result regardless of the order in which the various
threads that compose the execution complete their tasks. That
makes Pando as simple to program in a sequential setting with a
single participating processor as for a parallel case with dozens.
While it is implied by the de�nition of the map operation, it is
worth noting that the ordering of outputs is important to preserve
the declarative concurrency property; otherwise the relative speed
of processors could in�uence the order of the results and make the
non-determinism observable. Note also that an implementation of
f may have side-e�ects, such as pulling data and transferring back
results to a server, while maintaining the bene�ts of declarative
concurrency. In this case however, it is the responsibility of the
programmer to ensure that the order of side-e�ects does not matter.

JavaScript Processing Function

Unix Interface

Concurrency and Fault-Tolerance Issues are Abstracted
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Figure 4. Deployment example.

We initially chose the streaming map programming model be-
cause it �ts more problems than the bag-of-tasks model of typical
volunteer computing problems, which usually have independent
inputs with no ordering requirement. Some applications however,
such as the sequence of images that compose the animation of
our previous example (Section 2.1), do require a particular order.
Problems with unordered inputs can be reduced to a streaming ver-
sion simply by incrementally traversing the values in an arbitrary
order, making the streaming model more general. The streaming
version also enables working with an in�nite number of values and
applications requiring feedback loops (Section 4).

We also chose a number of additional distributed properties for
Pando to make it easy to program (DP3) and fast to deploy (DP4).

First, participating devices may join dynamically, at any time dur-
ing execution. Pando’s computing power will grow automatically.
This removes the overhead of registering computing resources in
advance and simpli�es scaling for quick deployment.

Second, The potential number of participating devices is un-
bounded. Pando strives to provide the illusion of in�nite scalability
so its actual performance grows automatically as users adopt new
devices with more capabilities.

Third, Pando is also lazy: i.e. it reads inputs onlywhen computing
resources become available. This adjusts the �ow of values to the
available computing power to avoid overloading Pando’s memory
with pending values. It also makes the implementation compatible
with in�nite streams with no additional e�ort. Users get support
for laziness with no additional programming e�ort.

Last, Pando also tolerates failures of participating devices, making
those failures transparent to the programmer. We chose a crash-stop
failure mode3, in which participating devices will always faithfully
carry their assigned task without deviating from their prescribed be-
haviour until they either suddenly crash or disconnect. This model
corresponds to failures in which a browser tab, that executes com-
putations, is suddenly closed or to a loss of network connectivity.
In the presence of such failures, Pando guarantees liveness: once

3Failure modes can range from crash-stop, in which a process follows its instructions
then may crash and stop sending messages forever, passing by crash-recovery, in which
a process may fail then recover and try participating again, to byzantine, in which a
process may deviate arbitrarily from its instructions including intentionally sending
messages to hamper progress.

an input xi has been read, if there are active participating devices,
Pando will eventually provide f (xi ).

The crash-stop failures of participating devices can be detected
because we assume a partially synchronous execution4: most of
the time, messages will be delivered within a speci�ed time bound.
This corresponds to the ability of communication channels such as
TCP [1] and WebRTC [18] to suspect failures by failing to receive
the acknowledgment of a heartbeat message within a time bound.

In terms of performance goals, we decided to focus on maxi-
mizing throughput with the additional following two properties.
Pando distributes values to participating devices conservatively: a
value is sent to at most one device for processing. The device will
either produce a result or will crash, in which case the value will be
sent to another device. This ensures participating devices process
a maximum number of values simultaneously. Moreover, the rate
at which values are submitted to participating devices adapts to
their processing speed. Devices with a faster processing speed will
receive more values to process, maximizing resource utilization.

This combination of programming model properties, summa-
rized in Table 1, provides a powerful yet easy-to-use programming
model as shown by the breath of applications supported (Section 4).

Streaming Map x1,x2, ... ! f (x1), f (x2), ....
Ordered Outputs provided in order.
Dynamic New devices may join any time.
Unbounded No a priori limit on participants nb.
Lazy Inputs read when resources are avail.
Fault-tolerant Crash-stop failures are tolerated.
Conservative A single copy submitted at a time.
Adaptive Faster devices receive more inputs.
Table 1. Summary of the programming model properties.

2.4 Implementation Overview
Our implementationwas �rst based on our choice between available
Web technologies (Section 2.4.1). We then organized it around a
declarative concurrent paradigm to simplify both its usage and
implementation e�ort (Section 2.4.2). We �nally designed a reusable
architecture by decomposing it into modules and communication
technologies (Section 2.4.3).

2.4.1 Technology Choices
We based our implementation on Web technologies for a number of
reasons. First, they are compatible with a wide number of personal
devices, from smartphones and embedded devices to tablets, laptop,
4Timing assumptions may range from fully synchronous, in which there is an upper
time bound on message delivery, passing by partially synchronous [42], in which there
is a time bound on delivery that it will apply only eventually after an unknown delay,
and culminating in asynchronous, in which there are no time bound on delivery.

Declarative Concurrency

In effect provides a declarative concurrent programming model with the following properties:


1. New devices may join at any time

2. There is no limit on the number of devices, other than the available resources for coordination

3. Inputs are read when resources are available, to support infinite streams of inputs

4. Failures, such as closing a web page before producing a result, are tolerated, which corresponds to a crash-stop model. We trust the volunteers therefore we trust the 

results they provide.


To maximize throughput:

1. Different inputs are submitted to each device

2. Faster devices receive more inputs
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Architecture

We implemented that programming model in the following Architecture.


We choose Web technologies because they are compatible with most devices. The coordination is done by a Master, executing in Node.js. It could also work in a 
browser. And the computations are performed in Workers executing in browsers.


The Workers are connected to the Master through WebSocket or WebRTC. Both protocols provide reliable bi-directional communication, similar to TCP. We use 
WebSocket on Local Area Networks and Virtual Private Networks, because WebSocket connects using the IP address of the Master. We use WebRTC on Wide-Area 
Networks otherwise, because WebRTC enables peer-to-peer connections across routers that hide the local IP addresses.


The actual processing is done with an existing asynchronous map.


The coordination of the Workers is done with new components that provide a distributed map, using StreamLender and Limiter. I will explain the two in more detail at the 
end.
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relied [37, 43, 52, 63, 79, 92], in combination with the lim-
ited funding available to maintain them resulted in many
previous tools being now unusable.

The collective computing power and proliferation of per-
sonal devices has created an opportunity for edge computing
and peer-to-peer systems to �ourish. Both have aimed at
building global platforms to answer the needs of all users
within a single platform. There was however no clearly ar-
ticulated approach to answer the needs of users at a personal
scale, at the level of a single individual and their personal
social network.
Compared to previous approaches, personal volunteer

computing therefore strives to make tools for the parallel
execution of workloads useful to the largest number of pro-
grammers by executing them on their personal devices. The
major challenge in creating such tools is to make them useful
for a wide range of applications while keeping them simple
to program and to implement, within the limited resources
available for their development, maintenance, and opera-
tion. These challenges had not previously been identi�ed
as a research direction; our �rst contribution with this pa-
per is therefore to have articulated this personal volunteer
computing approach.

3 Pando
Pando is the �rst tool explicitly designed for the purpose
of personal volunteer computing. We �rst explain how to
use it and its concrete bene�ts using one of our supported
application (Section 3.1). We then articulate the design prin-
ciples that enable those bene�ts (Section 3.2). We continue
with a more detailed explanation of Pando’s programming
model (Section 3.3) and �nally present an overview of how
it is implemented in a concrete system (Section 3.4).

3.1 Usage Example
Suppose a user is working on a personal project involving a
3D animation, as illustrated in Figure 1, and the rendering
uses raytracing [106], which is a computationally expensive
technique. To accelerate the rendering of the entire anima-
tion, they want to parallelize the rendering of individual
frames, while still obtaining them in the correct order.

Figure 1. Rotation animation around a 3D scene.

If this were a professional project, our user could have
relied on professional solutions [20, 26]. However, these are

often too expensive for personal projects and do not easily
leverage the computing power of personal devices users
already own. Instead, they can use Pando through a simple
programming interface and a quick deployment solution.

3.1.1 Programming Interface
Pando’s distribution of computation is organized around a
processing function which is applied to a stream of input val-
ues to produce a stream of outputs. In this particular example,
the processing function performs the raytracing of the scene
from a particular camera position and outputs an array of
pixels. The animation consists in a sequence of positions of
the camera rotating around the scene.

Pando’s implementation parallelizes the execution of code
in JavaScript by using the Web browsers of personal de-
vices. To leverage those capabilities, a user writes a minimal
amount of glue code to make the processing function compat-
ible with Pando’s interface, as illustrated in Figure 2. In this
example, the raytracing operation is provided by an external
library, taken unmodi�ed from the Web, which is �rst im-
ported. Then a processing function using the required library
is exposed on the module with the ’/pando/1.0.0’ prop-
erty, which indicates it is intended for the �rst version of the
Pando protocol. The function takes two inputs: cameraPos,
the camera position for the current frame and cb, a callback
to return the result. The body of the function �rst converts
the camera position, which was received as a string, into a
�oat value, then renders the scene. The pixels of the ren-
dered image are then saved in a bu�er, compressed with
gzip, and output as a base64 encoded string [2], which sim-
pli�es its transmission on the network.1 The result is then
returned to Pando through the callback cb. In case an er-
ror occurred in any of those steps, an error is caught then
returned through the same callback.

1 // Import existing function

2 var render = require(�raytracer �)

3 // Import compressing module

4 var zlib = require(�zlib�)

5 module.exports[�/pando /1.0.0 �] = function(
cameraPos , cb) {

6 try {

7 var pixels = render(parseFloat(cameraPos))

8 cb(null , zlib.gzipSync(new Buffer(pixels)).

toString(�base64 �))

9 } catch (err) {

10 cb(err)

11 }

12 }

Figure 2. JavaScript programming interface example for
rendering with raytracing.

1Those last three operations take a negligible amount of time compared to
rendering the image.

3

Animation Rendering (raytracing)

Image Processing

Machine Learning 
Agent Training

Collatz

Crypto-Mining 
(Bitcoin Proof-of-Work)

Random-Testing 
of StreamLender

!11

Applications

Arxiv Collaborative Filtering

We implemented seven applications:

- Collatz is an existing volunteer computing application that runs on BOINC

- Crypto-Mining and Machine Learning represent emerging applications

- Random-Testing tests the correctness of StreamLender

- Arxiv illustrates crowdprocessing, where users decide on which paper abstracts to accept

- Animation rendering leverages the ordered property

- Image processing uses external data distribution protocols 


All but Arxiv are CPU-bound and were used for throughput measurements.
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Personal Devices

Novena 
(Linux Arm)

MacBook Pro 
2016

Asus Laptop 
(Windows Intel)

iPhone 4S 
(2011)

MacBook Air 
2011

iPhone SE 
(2016, not shown)

We measured the collective computing contributions of my collection of laptops and phones, that includes a Linux ARM laptop, a Windows laptop, this MacBook Air, a 
MacBook Pro, and two phones.
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Relative Performance

We ran the applications on all devices at the same time, using one core on this MacBook Air as a Master and the other for computation, connected on a Local Area 
Network.


We then computed the relative contribution of each device to the overall throughput. We see for example that the MacBook Pro typically contributed half of the total 
throughput. There is an outlier on Image Processing because Safari on the IPhone SE is much faster than Firefox on the MacBook Pro. Using Safari on the MacBook Pro, 
removes that difference.


These results also shows that all other devices, some as old as 2011, can collectively provide as much computing power as a top-of-the-line laptop from 2016.
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Imagery ©2019 TerraMetrics, Map data ©2019 Google, ORION-ME 500 km 

CESNET, z. S. P. O.

4.6  (12)

Software company · Zikova 1903/4

Inria Sophia Antipolis - Médi

4.5  (15)

Research institute · 2004 Route des Lucioles

PlanetLab-EU
Public · 7 places

PlanetLab-EU

VPN and WAN Deployments

Next, we tested in more distributed settings. We tested a VPN deployment on Grid5000, with 8 remote machines throughout France connected over WebSocket. We also 
tested 7 PlanetLab machines distributed throughput Europe.


To hide the additional communication latency, we ensured that the next inputs were transferred while the current one is processed. We sent one additional input on 
Grid5000 and three on PlanetLab. This was enough to hide the latency and ensure fully utilization of the devices.
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Relative Performance

We then compare the performance of the personal devices to that of remote Grid5000 and PlanetLab machines. The results are normalized to the performance of 
personal devices and the iPhone 4S is omitted because it is too slow. 


We see that:

1. Pando provides throughput benefits in all networking settings.

2. That personal devices compare favourably to the older servers in PlanetLab

3. That personal devices are still competitive enough with the newer machines in Grid5000 that increasing the number of personal devices by a factor of 2-5 should 

provide similar performance.
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2-5x Personal Devices can be Competitive
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Relative Performance of 1 core

To see how well newer personal devices fare against newer server cores, we compared the throughput obtained on the fastest cores in our personal devices with that of 
the fastest server on Grid5000. We see that the ratio is roughly between 2-10x with the iPhone SE, and 2-3x with the MacBook Pro. Again it therefore means that on 
throughput oriented workloads, you can compensate the performance difference by using more personal devices.
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Programming Model
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Figure 4. Deployment example.

We initially chose the streaming map programming model be-
cause it �ts more problems than the bag-of-tasks model of typical
volunteer computing problems, which usually have independent
inputs with no ordering requirement. Some applications however,
such as the sequence of images that compose the animation of
our previous example (Section 2.1), do require a particular order.
Problems with unordered inputs can be reduced to a streaming ver-
sion simply by incrementally traversing the values in an arbitrary
order, making the streaming model more general. The streaming
version also enables working with an in�nite number of values and
applications requiring feedback loops (Section 4).

We also chose a number of additional distributed properties for
Pando to make it easy to program (DP3) and fast to deploy (DP4).

First, participating devices may join dynamically, at any time dur-
ing execution. Pando’s computing power will grow automatically.
This removes the overhead of registering computing resources in
advance and simpli�es scaling for quick deployment.

Second, The potential number of participating devices is un-
bounded. Pando strives to provide the illusion of in�nite scalability
so its actual performance grows automatically as users adopt new
devices with more capabilities.

Third, Pando is also lazy: i.e. it reads inputs onlywhen computing
resources become available. This adjusts the �ow of values to the
available computing power to avoid overloading Pando’s memory
with pending values. It also makes the implementation compatible
with in�nite streams with no additional e�ort. Users get support
for laziness with no additional programming e�ort.

Last, Pando also tolerates failures of participating devices, making
those failures transparent to the programmer. We chose a crash-stop
failure mode3, in which participating devices will always faithfully
carry their assigned task without deviating from their prescribed be-
haviour until they either suddenly crash or disconnect. This model
corresponds to failures in which a browser tab, that executes com-
putations, is suddenly closed or to a loss of network connectivity.
In the presence of such failures, Pando guarantees liveness: once

3Failure modes can range from crash-stop, in which a process follows its instructions
then may crash and stop sending messages forever, passing by crash-recovery, in which
a process may fail then recover and try participating again, to byzantine, in which a
process may deviate arbitrarily from its instructions including intentionally sending
messages to hamper progress.

an input xi has been read, if there are active participating devices,
Pando will eventually provide f (xi ).

The crash-stop failures of participating devices can be detected
because we assume a partially synchronous execution4: most of
the time, messages will be delivered within a speci�ed time bound.
This corresponds to the ability of communication channels such as
TCP [1] and WebRTC [18] to suspect failures by failing to receive
the acknowledgment of a heartbeat message within a time bound.

In terms of performance goals, we decided to focus on maxi-
mizing throughput with the additional following two properties.
Pando distributes values to participating devices conservatively: a
value is sent to at most one device for processing. The device will
either produce a result or will crash, in which case the value will be
sent to another device. This ensures participating devices process
a maximum number of values simultaneously. Moreover, the rate
at which values are submitted to participating devices adapts to
their processing speed. Devices with a faster processing speed will
receive more values to process, maximizing resource utilization.

This combination of programming model properties, summa-
rized in Table 1, provides a powerful yet easy-to-use programming
model as shown by the breath of applications supported (Section 4).

Streaming Map x1,x2, ... ! f (x1), f (x2), ....
Ordered Outputs provided in order.
Dynamic New devices may join any time.
Unbounded No a priori limit on participants nb.
Lazy Inputs read when resources are avail.
Fault-tolerant Crash-stop failures are tolerated.
Conservative A single copy submitted at a time.
Adaptive Faster devices receive more inputs.
Table 1. Summary of the programming model properties.

2.4 Implementation Overview
Our implementationwas �rst based on our choice between available
Web technologies (Section 2.4.1). We then organized it around a
declarative concurrent paradigm to simplify both its usage and
implementation e�ort (Section 2.4.2). We �nally designed a reusable
architecture by decomposing it into modules and communication
technologies (Section 2.4.3).

2.4.1 Technology Choices
We based our implementation on Web technologies for a number of
reasons. First, they are compatible with a wide number of personal
devices, from smartphones and embedded devices to tablets, laptop,
4Timing assumptions may range from fully synchronous, in which there is an upper
time bound on message delivery, passing by partially synchronous [42], in which there
is a time bound on delivery that it will apply only eventually after an unknown delay,
and culminating in asynchronous, in which there are no time bound on delivery.

Other Possible Future Variations

Un

“Full”
and output requested.

any

ByzantineByz.
Bound Conservativeness At most N concurrent inputs before dup.
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First, Cloud computing is based on a computing market, where the computing resources are provided by major private companies that both use the infrastructure for 
their Web services and rent the same infrastructure to smaller companies. The focus of researchers has been to increase scale and improve elasticity and efficiency.


First in Cloud Computing However, Clouds are inaccessible to those with no financial means or instruments and are incompatible with using a diversity of unreliable 
personal devices.


Second, Grid Computing is an older paradigm in which providers agree on a set of standards to provide interoperability, similar to the way the electric grid works. For 
commercial offerings it has been superseded by Cloud Computing. However it still exists today as a scientific utility, with Grid5000 and PlanetLab as examples. In this 
case, multiple research organizations and academic institutions, funded by governments, share computing resources. Those resources are then used by many research 
teams.


However, for security reasons, Computing Grids don’t integrate personal devices. Moreover, access to their resources requires administrative permissions that are 
typically reserved to researchers and students in public institutions.


Third, Volunteer Computing has individuals put in common their personal devices to help large-scale research efforts, when their device is not in use. The most 
successful example has been BOINC and SETI@HOME, where 100,000s of volunteers have installed a screen saver to help find life in the cosmos. Research on volunteer 
computing has focused on achieving large scale, incentivizing contributions with computing credits, and tolerating malevolent anonymous contributors.


While more than 50 high-profile projects use BOINC today, only 0.05% of the Internet population actually volunteers. We believe one of the major factors is the significant 
effort required to deploy the tool, and its complexity to address the previous challenges.
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In this presentation, I will provide the insights behind the major contributions of the PhD dissertation. These serve to show how to leverage the growing abundance of 
computing resources present in the devices of volunteers in a simple, portable, and scalable way. 

I will first introduce a brief motivation for the work, then 



To answer the question, we used Pando, a tool we built along that paradigm. It applies a function on every value of a stream but distributes the processing among a 
dynamic set of participating devices. Each device performs the processing in their browser.





123



f(x) = x*x

123



f(x) = x*x

123

http://192.168.1.53:5000

192.168.1.53:5000


Tablet

f(x) = x*x

1

23

http://192.168.1.53:5000

192.168.1.53:5000


Tablet Desktop Laptop

f(x) = x*x

1 2 3

http://192.168.1.53:5000

192.168.1.53:5000


Tablet Desktop Laptop

f(x) = x*x

1 3

4

http://192.168.1.53:5000

192.168.1.53:5000


Tablet Desktop Laptop

f(x) = x*x

3

14

http://192.168.1.53:5000

192.168.1.53:5000


Tablet Desktop Laptop

f(x) = x*x

149

http://192.168.1.53:5000

192.168.1.53:5000

